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Chapter 1

BASIC MATERIAL

The starting point of data analysis is the concept of a random variable.
We are all familiar with examples where random variables play a role, such
as throwing a dice and tossing a coin. In the latter case we have the only
outcomes ‘head’ or ‘tail’; this forms the outcome space Ω. If we attribute
0 to the outcome ω = ‘head’ and 1 to the outcome ω = ‘tail’, then we can
define a random variable X : Ω → {0, 1}. In general, a random variable
X(ω) is nothing but a real-valued function defined on Ω.

To tackle questions related to the mean and spread of values of the
random variable X, we first have to define an algebraic structure on the
outcome space Ω. More specifically, a σ-algebra F is defined on Ω which
first contains the empty set ∅ and its complement Ω. Moreover, if A ∈ F
then so are Ac, and if A,B ∈ F then so are A ∩B, A ∪B, Ac ∩B, A ∩Bc

Ac ∪ B and A ∪ Bc. The intuitive meaning of F is that if one applies the
operations ∩, ∪ and c to the elements of F , the ‘events’, that the result is
still an element of F .

On a σ-algebra F , a probability measure P : F → [0, 1] is defined as (for
A,B ∈ F)

P (∅) = 0 ; P (Ω) = 1 ; P (Ac) = 1− P (A) (1.1a)

P (A ∪B) = P (A) + P (B)− P (A ∩B) (1.1b)

For example, if a coin is ‘fair’, we assign a probability 1/2 to both events
‘head’ and ‘tail’ and therefore P ({ω : X(ω) = 0}) = P ({ω : X(ω) = 1}) =
1/2.

The distribution function FX(x) of the random variable X provides a
measure of the collection of the probabilities P (X ≤ x) = P ({ω : X(ω) ≤
x}) for certain x ∈ R. A distribution function is either continuous or it has
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jumps. In the latter case, the distribution function is given by

FX(x) =
∑

k:xk≤x
pk, x ∈ R (1.2)

where 0 ≤ pk ≤ 1 for all k and
∑

k pk = 1. The distribution (1.2) is
said to be discrete and the random variable X is discrete random variable.
Important discrete distributions are the binomial distribution Bin(n, p)
with n ∈ N and p ∈ (0, 1) with

P (X = k) =

(
n

k

)
pk(1− p)n−k (1.3)

for k ∈ N and the Poisson distribution Poi(λ) with parameter λ > 0 with

P (X = k) = e−λ
λk

k!
(1.4)

The Poisson distribution has a large applicability. The number of cars
that pass a certain point over a given time period, the number of stars in
a giving volume of space, the spelling mistakes on a page of text all satisfy
a Poisson distribution. Note that the Poisson is the limit n → ∞ of the
Binomial distribution with pn = λ/n with

lim
n→∞

(
n

k

)
pk(1− p)n−k = e−λ

λk

k!
(1.5)

In contrast continuous random variables have a continuous distribution
function which have, in most cases, a density fX ≥ 0 such that

FX(x) =

∫ x

−∞
fX(y) dy ;

∫ ∞
−∞

fX(y) dy = 1 (1.6)

An important example is the uniform distribution U(a, b) on the interval
[a, b] ∈ R with a density

fX(x) =
1

b− a
; x ∈ (a, b) (1.7)

and fX(x) = 0 elsewhere. Another central example is the Gaussian distri-
bution N(µ, σ2) with a density

fX(x) =
1√
2πσ

e
(x−µ)2

2σ2 (1.8)

As a special case, the distribution N(0, 1) is called the normal distribution
and in many cases its density fX(x) is indicated by φ(x) and its distribution
function FX(x) by Φ(x). Plots of these functions are given in Fig. 1.1.
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Figure 1.1. (a) Profile of the Gaussian density distribution (1.8) for σ = 1 and µ = 0.
(b) Profile of the Gaussian distribution function (1.6) for σ = 1 and µ = 0.

To determine the properties of the distributions, the first two moments
(mean and variance are defined (in the continuous case) as

µX = E[X] =

∫ ∞
−∞

xfX(x)dx (1.9a)

σ2
X = V ar[X] = E[(X − µX)2] =

∫ ∞
−∞

(x− µX)2fX(x)dx (1.9b)

The quantity E[X] is also called the expectation value. A relation exists
between σ2

X and E[X2] through

σ2
X = E[(X −µX)2] = E[X2]− 2µXE[X] + (E[X])2 = E[X2]−µ2

X (1.10)

For the uniform distribution, it is easily calculated that

µX =

∫ b

a

x

b− a
dx =

a+ b

2
(1.11a)

σ2
X =

∫ b

a

(x− µX)2

b− a
dx =

(b− a)2

12
(1.11b)

and for the Gaussian distribution (1.8), we find µX = µ and σ2
X = σ2.

When X has a density N(0, 1), it follows that Y = (X−µ)/σ has a density
N(µ, σ2).





Chapter 2

CLASSICAL UNIVARIATE METHODS

In this chapter, we start with a brief overview of classical methods of
univariate time series analysis. The literature on this subject is very broad
and for climate research, one of the main references is Von Storch and
Zwiers (1999). In general, we have a time series such as those in Fig. 2.1 at
discrete time intervals ∆t, the sampling interval. If we denote the variable
by X, then we have a discrete time series Xt at points t = k∆t.

The process of analysis of the time series consists of the following four
steps (Chatfield, 1989):

(i) Plot and inspect the time series. This may seem trivial but it is most im-
portant to get an impression of trends, periodicities and rapid changes.

(ii) Remove any undesired known periodic cycles (diurnal, seasonal) and
long term trends. Filter the time series, if needed.

(iii) Analyse the result after (ii) in the time domain (correlation analysis)
and frequency domain (spectral analysis).

(iv) Formulate null hypotheses and try to reject each null hypothesis based
on a test statistic and a stochastic process representing the noise.

1. TREND REMOVAL AND FILTERING
In many cases, the trend may be just the quantity one is after! Think of

the warming trend of surface temperature due to the increase of greenhouse
gases (Fig. 2.1d). Or one may just be interested in the seasonal cycle of a
particular quantity, say of the surface pressure in the Bilt.

Often, climate scientists are interested in the processes causing variability
in a particular frequency band, for example ENSO. A question here may

5
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Figure 2.1. Time series of (a) North Atlantic Oscillation (normalized surface pressure
difference between Iceland and the Azores), (b) NINO3 (sea surface temperature anomaly
in the Eastern Pacific with respect to the seasonal cycle), (c) Central England temperature
(anomalies with respect to 1961-1990) and (d) the global mean temperature anomaly with
respect to 1961-1990.
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be what the dominant frequency of the ENSO variability is in a particular
time series such as that of NINO3 (Fig. 2.1b). In this case, one wants to
remove the long term trend (maybe caused by global warming) and the
seasonal cycle.

There are many methods of linear trend removal. The general model is
that the time series can be represented by

Xt = Xd
t + α+ βt+ εt (2.1)

with constants α and β, a noise term εt and Xd
t is the detrended time series.

There are now two cases:

(i) The observations have a seasonal signal. In this case, one computes
annual averages of the data as a new time series Yt, one fits a line to
these annual averages to determine α and β in (2.1) and subtracts this
line from the original time series.

(ii) When the data have no seasonal signal, one computes the difference time
series

Yt = Xt+1 − 2Xt +Xt−1

to remove the linear trend and then puts Xd
t = Yt.

To remove a seasonal trend St, one first needs to know whether the
seasonal signal is additive or multiplicative. In the (most common) additive
case, the general model is

Xt = Xd
t + St + εt (2.2)

One can test whether this model is appropriate by checking whether

n∆t∑
t=0

St ≈ 0 (2.3)

where n the number of observations within a year. In the multiplicative
case the model is Xt = Xd

t St+ εt and the sum (2.3) is approximately unity.
When one has monthly data one can remove the seasonal cycle (in the
additive case) by computing

Xd
t =

1

12
(
1

2
Xt−6 +Xt−5 + . . .+Xt+5 +

1

2
Xt+6) (2.4)

where the coefficients are chosen in such a way as to add up to 12.
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Exercise 1: The NINO3 index
In this exercise, we will start practicing with techniques of clas-
sical data analysis using the software on the Climate Explorer
http://climexp.knmi.nl/. You have to register first at this web-
site and then you can get going. Choose from the Monthly Climate
Indices, the NINO3 index. Select the years 1950-2000 and apply a
low-pass filter with a time scale of three years.

The procedure (2.4) is an example of a so-called running mean or moving
average filter. The general expression is

Sm(Xt) =
1

2q + 1

q∑
r=−q

Xt+r (2.5)

for t = q + 1 up to t = N − q. In a low-pass filter only the low-frequency
components are retained. We can, for example, study the low-frequency
variability of the NINO3 monthly mean time series (Fig. 2.2a) by computing
a running mean filter with a time scale of 3 year (q = 36). In a high-pass
filter, we perform the same operation (Fig. 2.2b) but then consider the time
series Xt − Sm(Xt).

2. ELEMENTARY STATISTICAL PROPERTIES
The detrended (and maybe filtered) time series is the starting point of

an analysis. One first issue to check is whether we have a stationary time
series, i.e., for which the statistical quantities such as mean and variance
do not explicitly depend on time. One method to test this is to divide the
time series in several blocks and perform the analysis of mean and variance
on each block separately. In the following, we will assume that we have a
stationary time series.

In the first chapter, we were given a stochastic model and we computed
the statistics from the equations given. However, now given a time series
we have a deterministic signal combined with noise of which we a priori
don’t know the characteristics. Hence, we have to estimate the statistical
quantities we are interested in from the time series itself. In the following,
the estimators will be denoted by a quantity with a hat.

Given a time series Xt, t = i∆t, . . . , N∆t or for convenience Xi, i =
1, . . . , N , estimators for the mean and variance are given by

µ̂X =
1

N

N∑
i=1

Xi (2.6a)
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Figure 2.2. (a) Low pass running mean filter with a time scale of 3 year applied to the
NINO3 time series of Fig. 2.1b. (b) High pass filter with variability only smaller than 3
years.

σ̂2
X =

1

N − 1

N∑
i=1

(Xi − µ̂X)2 (2.6b)

We can immediately compute the mean and variance of these estimators
when it is assumed that every Xi is from a Gaussian distribution N(µ, σ2)
and that they are independent. In this case, we find for the mean

E[µ̂X ] = µ (2.7a)

V ar[µ̂X ] =
σ2

N
(2.7b)

To determine E[σ̂2
X ], we first consider

N∑
i=1

(Xi − µ̂X)2 =

N∑
i=1

(Xi − µ+ µ− µ̂X)2 =

=

N∑
i=1

(Xi − µ)2 + 2

N∑
i=1

(Xi − µ)(µ− µ̂X) +N(µ− µ̂X)2
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=
N∑
i=1

(Xi − µ)2 −N(µ̂X − µ)2

and hence

E[
1

N − 1

N∑
i=1

(Xi − µ̂X)2] =
1

N − 1

N∑
i=1

E[(Xi − µ̂X)2]

=
1

N − 1

N∑
i=1

E[(Xi − µ)2]− N

N − 1
E[(µ̂X − µ)2]

and using (2.7b), we find

E[σ̂2
X ] =

N

N − 1
σ2 − 1

N − 1
σ2 = σ2

Together with a same calculation for the variance of the estimator σ̂2
X , it

is found that

E[σ̂2
X ] = σ2 (2.8a)

V ar[σ̂2
X ] =

2

N − 1
σ4 (2.8b)

An important property of estimators is that they preferably should be un-
biased for a Gaussian time series. If α̂ is an estimator of a quantity α, then
the bias B(α̂) of α̂ is defined as

B(α̂) = E[α̂]− α (2.9)

Suppose that every Xi is from a Gaussian distribution N(µ, σ2) and that
they are independent, then we compute the bias of the estimators (2.6) as

B(µ̂X) = E[µ̂X ]− µ = 0 (2.10a)

B(σ̂2
X) = E[σ̂2

X ]− σ2 = 0 (2.10b)

and hence both are unbiased.
Having these estimators, one may proceed to subtract the mean µ̂X from

the signal (if only interested in the variability). In this way, we analyse the
anomalies with respect to the mean of the time series. In general, however,
we can just proceed to the next phase where we analyse the degree of
correlation in the time series itself. When we anticipate a periodic signal,
the time series will repeat itself after some lag k (which corresponds to a
period k∆t). To determine this correlation, one determines estimators of
the covariance coefficients ĉk with

ĉk =
1

N

N−k∑
i=1

(Xi − µ̂X)(Xi+k − µ̂X) (2.11)
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Figure 2.3. Autocorrelation function of the NINO3 time series over the period 1950-
2000.

and correlation coefficients r̂k defined by

r̂k =
ĉk
ĉ0

(2.12)

Exercise 2: Autocorrelation
Choose from the monthly climate indices again the NINO3 index.
Calculate the autocorrelation of the unfiltered time series over the
years 1950-2000 by going to the item Spectrum, autocorrelation
function.

It is instructive to inspect the plot of r̂k versus k. For a random Gaussian
time series, we expect r̂k = 0 for every k 6= 0 while r̂k will oscillate in k
when the time series has an oscillatory component. A plot of the function
r̂k versus k for the NINO3 time series in Fig. 2.1b is plotted in Fig. 2.3.
Here one can see that there is some periodic signal (with a period of about
50 months) in this time series.

3. SPECTRAL ANALYSIS
To determine dominant frequencies in time series spectral analysis is

used. A most obvious method would be to compute the discrete Fourier
transform of the covariance coefficients ĉk. However, it turns out that this
is no unbiased estimator of the spectrum and that windowing methods have
to be used. The Fourier transform actually used is

f̂(ω) =
1

π

[
λ0c0 + 2

M∑
k=1

λkck cosωk

]
(2.13)

where ω is the frequency and the λk are windowing coefficients. If the
sampling time is ∆t, the largest frequency which can be resolved is the
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Figure 2.4. Fourier spectrum (red curve) of the NINO3 time series over the period 1950-
2000.

Nyquist frequency ω = π/∆t (or the period τ = 2∆t) and hence we can
take ωj = (jπ/M∆t), j = 1, ...,M in (2.13).

Several windows are in use and give biased estimators of the amplitude
of the spectral coefficients |f̂(ω)|. In the so-called Tukey window, the coef-
ficients λk are taken as

λk =
1

2
(1 + cos

πk

M
), k = 0, . . . ,M (2.14)

In the Parzen window, the coefficients are chosen as:

λk = 1− 6(
k

M
)2 + 6(

k

M
)3, 0 ≤ k ≤M/2 (2.15a)

λk = 2− 6(1− k

M
)3,M/2 ≤ k ≤M (2.15b)

Exercise 3: Periodogram (Fourier spectrum)
Choose from the monthly climate indices again the NINO3 index.
Calculate the periodogram of the unfiltered time series over the
years 1950-2000 by going to the item Spectrum, autocorrelation
function.

A ‘rule-of-thumb’ is the choise M ≈ 2
√
N . A spectrum (without window,

this is called a periodogram) for the NINO3 time series is shown in Fig. 2.4.
The question now turns up: are the peaks in this spectrum statistically
significant? In other words: can these peaks also be produced by just some
noise process? We turn to this question later as soon as we have dealt by
bivariate/multivariate analysis.



Chapter 3

BIVARIATE AND MULTIVARIATE ANALYSIS

In this chapter, we are interested to detect statistical relations between
two time series or between time series of fields, such as surface fields on
climate variables.

1. CROSS COVARIANCE AND SPECTRA
Suppose we have two time series, say of NINO3 and the NAO, and ask

the question whether there is any causal relation between the data in these
series. In the time domain, we are hence interested in the cross-covariance
of both time series. When the time series are denoted by Xi, i = 1, . . . , Nx

and Yj , j = 1, . . . , Ny then the cross-covariance coefficients with lag k are
defined as (for convenience we assume that Nx = Ny = N)

ĉxy(k) =
1

N

N−k∑
i=1

(Xi − µ̂X)(Yi+k − µ̂Y ), k = 0, ..., N − 1 (3.1a)

ĉxy(k) =
1

N

N∑
i=1−k

(Xi − µ̂X)(Yi+k − µ̂Y ), k = −(N + 1), ...,−1 (3.1b)

and the cross-correlation coefficients are defined by

r̂xy(k) =
ĉxy(k)√

ĉxx(0)ĉyy(0)
(3.2)

In addition, the co-spectrum ĉ and the quadrature spectrum q̂ are defined
as

ĉ(ω) =
1

π

[
M∑

k=−M
λk ĉxy(k) cosωk

]
(3.3a)

13
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q̂(ω) =
1

π

[
M∑

k=−M
λk ĉxy(k) sinωk

]
(3.3b)

and the cross-amplitude, phase and coherency spectra follow from

α̂(ω) =
√
ĉ2(ω) + q̂2(ω) (3.4a)

tan φ̂(ω) = − q̂(ω)

ĉ(ω)
(3.4b)

Ĉ(ω) =
α̂2(ω)

f̂x(ω)f̂y(ω)
(3.4c)

where f̂x and f̂y are estimates of the individual power spectra of X and Y .
It is clear that the covariance between the time series indicates whether

the time series X and Y have corresponding properties. But often we need
to specify this in more detail: we could claim for example that they have
the same mean, the same variance or some other similar property.

2. EMPIRICAL ORTHOGONAL FUNCTIONS
Suppose we now have a vector time series Xk, k = 1, . . . , N where each

Xk has a dimension d. Such vector time series arise naturally from grid
point values of a climate quantity, such as the monthly mean sea surface
temperature T . For example, if we sample T at a I × J grid for N years,
then d = I×J and each vector Xk = (T k0,0, . . . , T

k
I,J) for k = 1, . . . , N . Just

as in the bivariate case, we would like to analyze the covariance between
the time series at each grid point.

Exercise 4: Sea surface temperature
In the Climate Explorer, choose the HasISST1 sea surface temper-
ature (SST) observations. Restrict the data set to the equatorial
Pacific (20◦S-20◦N and 120◦E-70◦W and make a plot of the SST for
January 2010.

The bivariate approach to calculate cross covariance coefficients is easily
generalized. We first estimate elements of the covariance matrix Σ̂, with

Σ̂ =
1

N

N∑
k=1

(Xk − µ̂)(Xk − µ̂)T (3.5)

where the vector

µ̂ =
1

N

N∑
k=1

Xk (3.6)



Bivariate and Multivariate analysis 15

and hence an element of Σ̂, say Σ̂ij is given by

Σ̂ij =
1

N

N∑
k=1

(Xk
i − µ̂i)(Xk

j − µ̂j) (3.7)

which is a similar expression as for the cross-covariance coefficients.
As the d× d real matrix Σ̂ is symmetric and positive definite it has real

positive eigenvalues λ̂i, i = 1, . . . , d. Let these eigenvalues be ordered by
λ̂1 ≥ λ̂2 ≥ . . . ≥ λ̂d and the corresponding eigenvectors be indicated by
ê1, . . . , êd. These eigenvectors are called the Empirical Orthogonal Func-
tions (EOFs). As the EOFs form an orthonormal basis in Rd, every vector
Xk can be represented as

Xk =

d∑
i=1

α̂ki êi (3.8)

For fixed i, the coefficients α̂ki are called the principal component (PC)
corresponding to the ith EOF. It can be shown (Von Storch and Zwiers,
1999) that

α̂ki =< Xk, êi > (3.9)

with <,> the inner product in Rd minimizes the error

ε̂M =

N∑
k=1

|Xk −
M∑
i=1

α̂ki êi|2 (3.10)

for every M . This means that the EOFs are optimal in representing the
variance in the stochastic vector X. Note that each EOF represents a
pattern on the grid I × J if X is derived from a grid point representation
of a continuous variable.

If for fixed i, α̂i indicates the stochastic variable associated with the time
series α̂ki , k = 1, . . . , N , then it can also be shown that for each i,

V ar[α̂i] = λ̂i (3.11)

The variance σ̂2
j accounted for by the jth EOF when a total of M EOFs are

used to represent the signal is usually written as

σ̂2
j =

λ̂j∑M
i=1 λ̂i

× 100% (3.12)

In many practical problems, a large part of the variance can already be
accounted for by only a few EOFs which makes this method an attractive
approach to data reduction.
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Figure 3.1. Spectrum, in percentage, of the covariance matrix of winter monthly (DJF)
SLP anomalies. Only the leading 40 eigenvalues are shown.

Measures of uncertainty in the EOFs êi and eigenvalues λ̂i are given by

∆λ̂i =

√
2

N∗
λ̂i ; ∆êi =

∆λ̂i

λ̂j − λ̂i
êi (3.13)

where λ̂j is the closest eigenvalue to λ̂i and N∗ is the number of independent
observations in the sample. This indicates that one has to be careful if the
variance explained by two EOFs is nearly equal.

As an example, consider monthly mean data from the NCEP/NCAR
reanalysis of the sea level pressure (SLP) in the northern hemispheric from
January 1948 to December 2000 (Hannachi et al., 2007). These are available
on a 2.5◦ × 2.5◦ grid. In this case, N = 12× 52 = 624 and d = 360/2.5×
90/2.5 = 144× 36 = 5184.

First, the seasonal cycle is removed by averaging over all January months,
February months, etc. and subtracting this vector time series from the
original data; the resulting vector time series consists of SLP anomalies.
Second, we are only interested to compute EOFs for the winter season and
hence all months December, January and February are concatinated which
reduced N to N = 624/4 = 156. Third, as distances become much closer
near polar latitudes, a weighting factor (a square root of a cosine of the
latitude) is introduced to give high latitude points a similar contribution
to the variance as low latitude points. Next, only the data north of 20◦N
are used to compute the EOFs, which reduces d to d = 4032.
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(a) (b)

Figure 3.2. The first (a) and the second (b) EOF of DJF monthly mean SLP. Positive
contours solid, negative contours dashed.

Figure 3.3. The leading two scaled PCs corresponding to the leading two EOFs.

In Fig. 3.1, the eigenvalue spectrum of the covariance matrix is shown,
with on the vertical axis the explained variance, with the error bars accord-
ing to (3.13). Only about 40 EOFs are sufficient to explain nearly 100%
of the variance. What is interesting in the figure is that the two leading
eigenvalues explain already 34% (21% + 13%) of the total variance; the
patterns of the corresponding EOFs are shown in Fig. 3.2a and Fig. 3.2b,
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respectively. EOF 1 (Fig. 3.2a) shows a high over the North Pole and two
low centres over the Mediterranean-North East Atlantic and over the North
Pacific. This is the familiar Northern Annular Mode (with signatures of
the North Atlantic Oscillation). EOF2 (Fig. 3.2b) shows two separated
centers of opposite signs over the North Pacific and North East Atlantic
respectively. Fig. 3.3 shows the first two PCs associated with the leading
two EOFs. These PCs are uncorrelated at zero-lag but not at other lags.

There are many variants of EOF techniques (rotated, complex, etc.)
which all have their appropriate representation.

Exercise 5: EOFs of Equatorial Pacific SST
In the Climate Explorer, choose the HasISST1 sea surface temper-
ature (SST) observations. Restrict the data set to the equatorial
Pacific (20◦S-20◦N and 120◦E-70◦W and to the years 1950-2000.
Determine the first three EOFs, the variance they explain and the
Principal Components on a 2◦ by 2◦ grid.



Chapter 4

HYPOTHESIS TESTING AND SIGNIFICANCE

The general idea behind hypothesis testing is that we pose some null
hypothesis which we try to reject using either a statistical test variable
or a computed distribution obtained through Monte-Carlo simulation. We
illustrate these procedures with two examples.

1. TEST VARIABLES
Suppose we have two time series Xi, i = 1, . . . , Nx and Yj , j = 1, . . . , Ny

and we want to deduce the relation between the mean of these two time
series. The null hypothesis H0 is

H0 : µX = µY (4.1)

The optimal test variable for this null hypothesis is given by

T̂ =
µ̂X − µ̂Y

Ŝp
√

1
Nx

+ 1
Ny

(4.2)

where

Ŝ2
p =

∑Nx
i=1(Xi − µ̂X)2 +

∑Ny
j=1(Yj − µ̂Y )2

Nx +Ny − 2

Consider the following assumptions:

(i) Every realization of X is independent of every other realization. Same
for Y .

(ii) The distribution that generates Xi is the same for every i. Same for Y .

(iii) The distributions of X and Y are both normal with mean µ and variance
σ2.

19
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(a)

(b)

Figure 4.1. (a) Values of T0 for different degrees of freedom (df) and significances (p̃).
(b) Probability density of the t-distribution (with k being the number of degrees of free-
dom).

Under these assumptions, the test variable T̂ has a so-called t-distribution
with Nx + Ny − 2 degrees of freedom. The probability density of the t-
distribution function is plotted in Fig. 4.1b where k indicates the degrees
of freedom. In the table Fig. 4.1a, df indicates the number of degrees of
freedom and indicates the value of T , say T0, for which P (T > T0) = 1− p.
The test procedure is now the following:

(i) Choose a significance level p.

(ii) Compute the number of degrees of freedom Nx + Ny − 2 and the test

variable T̂ .
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(iii) Determine from the table the value of T0 at the particular value of p.

(iv) If T̂ ≥ T0 then the null hypothesis can be rejected at the p significance

level. If T̂ < T0 then the null hypothesis cannot be rejected.

2. STOCHASTIC SIMULATION
The second example concerns situations where it is difficult to determine

test variables. In that case we choose a stochastic model, compute the
distribution of a certain test variable S under the null hypothesis H0. As
an example consider the significance of a peak of the spectrum from a
certain time series X. We want to be sure that this peak cannot be caused
by a certain stochastic process, which we think is a good model for the
noise. There are many discrete stochastic models around, for example
white noise, random walk (Wiener process), red noise, autoregressive (AR)
processes, moving average (MA) processes and combinations of the latter
two processes (ARMA). For easy reference, we list two of these processes
and their properties.

(i) White noise. In this case Xt = Zt, where Zt are independent identically
distributed Gaussian N(0, σ) stochastic variables. For the autocovari-
ance, we have

ck = 0, k = ±1,±2, . . . (4.3)

and the autocorrelation ρk = 1 for k = 0 and zero otherwise.

(ii) Red noise. This is an autoregressive process of order 1 (also abbreviated
as AR(1)), defined by

Xt = αXt−1 + Zt (4.4)

where α ∈ (0, 1) and Zt has a N(0, σ2) distribution. To compute the
autocovariance and autocorrelation functions, we realize that

Xt = α(αXt−2 + Zt−1) + Zt = Zt + αZt−1 + α2Zt−2 + . . .

and hence

E[Xt] = 0 ; V ar[Xt] = σ2(1 + α+ α2 + . . .) =
σ2

1− α2
(4.5)

and

ck = σ2αk
∞∑
i=0

(αi) =
αkσ2

1− α2
(4.6a)

ρk = αk (4.6b)
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Once the discrete stochastic model is chosen, say as AR(1), the procedure
to compute significance levels is now as follows:

(i) Run 1000 realizations of the AR(1) process with the same time step as
that in the data. Choose α such that the autocorrelation function ρk
has the same decay as that in the data.

(ii) Determine spectra for each realization and compute the distribution
function of the spectra.

(iii) Choose a significance level p and plot the spectrum which has a prob-
ability 1 − p. The peaks which extend above the latter spectrum are
significant at level p.

The spectrum at the 95% (p = 0.95) significance level of an AR(1) process
is plotted for the spectrum of the NINO3 time series as the blue curve in
Fig. 2.4. Here 2669 AR(1) sample paths were computed.



Chapter 5

NONSTATIONARY METHODS: WAVELETS

When a time series is not stationary so-called wavelet techniques may
show the changes in the amplitude and period of an oscillation with time.
The wavelet basis is different from the Fourier basis in that the functions
have limited extent and can be stretched and translated. As an example,
consider the much used Morlet wavelet, where the mother wavelet is given
by

ψ0(η) = π−
1
4 eiω0ηe−

η2

2 (5.1)

This is a complex function of which the real part is plotted in Fig. 5.1 for
ω0 = 6. The independent quantity η will be used to stretch and translate
the waveform as in Fig. 5.1.
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(η

)

Figure 5.1. Plot of the real part of the Morlet wavelet with ω0 = 6.
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Figure 5.2. (a) Plot of the simple time series (5.4). (b) Wavelet spectrum of the time
series in (a).

After choosing a certain mother wavelet, next a range of scales have to be
selected to adequately sample the time series. For example, if the data are
seasonal (∆t = 0.25 years) then the smallest period that can be resolved
(the Nyquist period) is 0.5 years. This is usually chosen as the scale s0.
The larger scales (longer periods) are for example chosen as

sj = 2js0, j = 1, . . . , J (5.2)

where J is determined such that the largest period is less than half the
length of the time series.

Once these scales are chosen, the wavelet transform of the time series
Xk, k = 1, . . . , N is calculated from

Wn(s) =

√
∆t

s

N∑
l=1

Xl ψ
∗
0(
l − n
s

∆t) (5.3)

where the star superscript indicates the complex conjugate. Hence n =
1, . . . , N serves as a translation and s as the stretching (determining the
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Figure 5.3. (a) Seasonally averaged NINO3 index from 1860-2000. (b) Wavelet spectrum
of the time series in (a).

scale) parameter. While ‘moving over’ the time series, the wavelet analysis
the power |Wn(s)|2 at the scales s.

As an example (Trauth, 2007), consider the pure sine wave with a period
5 with added Gaussian noise, defined by

X(t) = sin(2π
t

5
) + εζ(t) (5.4)

where ζ has the distribution N(0, 1). The (stationary) time series (for N
= 100, so with ∆t = 1/2) is plotted in Fig. 5.2a for ε = 0.2. We use the
Morlet wavelet over scales s = 1, . . . , 25 and compute the wavelet spectrum
(using Matlab) as shown in Fig. 5.2b. Indeed, over the whole time period,
the frequency 0.2 is the dominant one.

Another example (Torrence and Compo, 1998) is that of the seasonal
NINO3 data series as plotted in Fig. 5.3a. Here the number of data points
N = 506 and ∆t = 0.25 years. Hence, s0 = 0.5 years and scales up to 64
years are considered. The wavelet spectrum is plotted in Fig. 5.3b. The
hatched area in Fig. 5.3b indicates the region of frequencies where end
effects (due to the finite length) of the time series are important; this is the
so-called cone of influence.

Exercise 6: Wavelet spectrum of NINO3
Choose from the monthly climate indices again the NINO3 index.
Calculate the wavelet spectrum of the unfiltered time series over the
years 1880-2000 by going to the item Wavelet.





Chapter 6

NONLINEAR METHODS

Typical time series from observations of climate variables result from
nonlinear deterministic processes (usually at large scales) combined with
noise (usually from the small scales). Nonlinear deterministic processes
may give rise to chaotic dynamics with extremely complicated time series.
In this chapter, an introduction will be given into techniques to analyze
such time series. The computations can be done by using the software
package TISEAN which can be downloaded through http://www.mpipks-
dresden.mpg.de/∼tisean/.

1. ATTRACTOR EMBEDDING
In many cases, we have only one time series available say from obser-

vations of a certain climate variable. When Xk, k = 1, . . . , n indicates a
vector of climate variables with time sampling indicated by kτs then in
general we only have an observable part of this through

s(k) = h(Xk) (6.1)

where h acts as an observation mapping. For example for the Hénon map-
ping, we could only observe xk, k = 1, . . . , n. How in earth will we be able
to reconstruct an attractor using only the time series s(k)?

In the early 80s people realized that any subsequent element in the series
s(k) is related to all the other variables in the system ( i.e., also those not
observed) through nonlinear couplings. In addition, all derivates of the
underlying observable s(t), e.g. ṡ(t), s̈(t) are also represented by the series
s(k) as

ṡ(t) ≈ s(t+ τs)− s(t)
τs

(6.2a)

27
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s̈(t) ≈ s(t+ τs)− 2s(t) + s(t− τs)
τ2
s

(6.2b)

where τs is again the sampling time. This was developed into the famous
embedding theorem, which states that for a certain delay time T = lτs and
a dimension d, the trajectories of the d-dimensional vector

yk = (s(k), s(k + lτs), s(k + 2lτs), . . . , s(k + lτs(d− 1)))T (6.3)

have the ‘same’ behavior as that of the original Xk. The theorem does
not constructively provide a recipe for choosing the so-called embedding
dimension d and the time delay T ; the data have to be analyzed to provide
good choices.

An attractor of a dynamical system will be a geometrical set A (possible
with a complicated fractal structure); let a proper fractal dimension mea-
sure (such as the box-counting dimension D0) indicate that the set A has
dimension dA. Orbits on this attractor have no self-intersections and hence
in our reconstructed phase space of dimension d the trajectories should also
not self-intersect; obviously d > dA. Consider the subspace of dimension
dA within d. When two subspaces of dimension d1 and d2 intersect, the
dimension of the intersection has a dimension d1 + d2 − d. Hence, if the
subset of dimension dA does not self-intersect, a sufficient condition is that

dA + dA − d < 0→ d > 2dA (6.4)

For example for dynamics on the Cantor set (with dA = D0(A) ≈ 0.63)
a sufficient condition is d = 2. However, this is a sufficient condition as
we may embed the attractor without self intersections into a smaller space
than that determined by d > 2dA. The choice of d here of course assumes
that we have an estimate of the attractor dimension dA.

To determine a sufficient condition for d, the method of false nearest
neighbors was developed. We illustrate the idea of this method with a very
simple example of a time series given by

s(tk) = A sin tk (6.5)

for tk = kτs ∈ (0, 2π] observed by monitoring the displacement component
x(t) of the harmonic oscillator which is a solution to the differential equation

ẍ+ x = 0 (6.6)

Clearly the phase space of this deterministic model is two-dimensional and
trajectories are circles.

With embedding dimensions d = 1 and d = 2 we have the reconstructions

yk = A sin tk (6.7a)

yk = (A sin tk, A sin(tk + T ))T (6.7b)
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for a certain time delay T . For the case d = 1, the ‘orbits’ move in an
interval while in the d = 2 case, the orbits move on closed curves (Fig. 6.1).
In the method of false nearest neighbors (FNN) the distances between near
points on the reconstructed trajectories are compared in dimension d and
d+ 1 (for the example here, this would be d = 1 and d = 2). Let the points
be indicated by yk and yNNk , where the subscript NN indicates nearest
neighbor. We then have

R2
d(k) =

d∑
m=1

(s(k + (m− 1)T )− sNN (k + (m− 1)T ))2 (6.8a)

R2
d+1(k) = R2

d(k) + (s(k + dT )− sNN (k + dT ))2 (6.8b)

If the relative distance error F , given by

F =

√
R2
d+1(k)−R2

d(k)

R2
d(k)

=
|(s(k + dT )− sNN (k + dT ))|

Rd(k)
, (6.9)

is small, then the points are ‘true’ neighbors in going from dimension d to
d+ 1. However, when F is large, typically larger than 15, apparently close
points in dimension d are not close in dimension d+1. An example of a pair
of such FNN are shown in Fig. 6.1 for the example (6.5). When we look at
d = 3 for the simple example, we notice that all points are real neighbors
and hence the necessary embedding dimension d is obtained from the data
at the dimension where F rapidly decreases.

At this point the delay time T is still unknown. Based on classical
analysis, one could base a choice of T on the autocorrelation function (for
example, take T to be the lag where the autocorrelation has the first zero),
but in a chaotic system this is usually not very revealing. Intuition would
provide the following guidelines: T should not be too small since otherwise
s(tk) and s(tk + T ) are too much related and the attractor is not sampled
well. On the other hand, T should not be too large, since otherwise s(tk)
and s(tk + T ) are totally uncorrelated. To determine T , a nonlinear exten-
sion of the autocorrelation function, called the mutual information I(T ), is
borrowed from information theory.

Consider realizations Ai, i = 1, . . . , NA and Bj , j = 1, . . . , NB of event A
and event B and we ask the question: what amount of bits is learned from
the measurement of Ai about the measurement of Bj? From information
theory, a measure of this amount of information is defined as

IAB =
∑
Ai,Bj

log2

PAB(Ai, Bj)

PA(Ai)PB(Bj)
(6.10)

where PAB is the joint probability distribution for the measurements of A
and B and PA (PB) is the individual probability distribution of A (B). If
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Figure 6.1. Sketch of two false nearest neighbors in the reconstruction of the phase space
of the harmonic oscillator.

the Ai and Bj are uncorrelated, then PAB(Ai, Bj) = PA(Ai)PB(Bj) and
IAB = 0 (... as it should). The average mutual information is then given
by

ĪAB =
∑
Ai,Bj

PAB(Ai, Bj) IAB (6.11)

If we now take for event A the measurements of s(tk) and for B the
events s(tk + T ) then the mutual information is defined as

I(T ) =
∑

s(tk),s(tk+T )

log2 P (s(tk), s(tk + T ))
P (s(tk), s(tk + T ))

P (s(tk))P (s(tk + T ))
(6.12)

To determine P (s(tk)) we make a histogram of the values of s(tk) versus
k; same for P (s(tk + T )). For the joint probability, we compute a two-
dimensional normalized histogram in the same way. The first minimum of
the function I(T ) versus T will give a proper estimate of the time lag T .

As a first example, consider the Hénon map. Here the natural delay time
is the iteration step and hence T = 1. When we plot the average mutual
information obtained through the TISEAN command
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Figure 6.2. (a) Average mutual information for the Hénon map. (b) False nearest neigh-
bors versus the embedding dimension d for the Hénon map (with a delay T = 1).

mutual -D50 henon1 -c1 -o

with output in the file henon1.mut. We see (Fig. 6.2a) that I(T ) is mono-
tonically decreasing and hence there is indeed no better choice. With this
delay, the method of FNN is applied to the data in the file henon1 through
the TISEAN command

false_nearest -d1 henon1 -c1 -M1,5 -o

with output in the file henon1.fnn. The percentage of FNN versus the
embedding dimension (Fig. 6.2b) indicates that the Hénon attractor can
be embedded into 2-dimensional space and hence dE = 2 is a good choice.

2. ESTIMATION OF ATTRACTOR PROPERTIES
Once we have found an appropriate T and an embedding dimension d

and the corresponding reconstruction

yk = (s(tk), s(tk + T ), . . . , s(tk + T (d− 1)))T (6.13)

of the dynamical system, we may ask whether we are able to determine fur-
ther properties of the attractor; let N be the total number of data points.
A generalized view of the geometric structure of the attractor can be ob-
tained by asking: what number of data points n(x, r) are within a radius r
of a certain chosen point x in the d-dimensional space. With H being the
Heaviside function, we have

n(x, r) =
1

N

N∑
k=1

H(r − |yk − x|) (6.14)
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where the norm is taken in Rd. When we take x equal to all the yk an
average density is given by the correlation function

C(q, r) =
1

N

N∑
k=1

[
1

K

K∑
l=1

H(r − |yk − yl|)

]q−1

(6.15)

If the number of points n(x, r) ≈ rDq , then we expect an average density

C(q, r) ≈ r(q−1)Dq = e(q−1)Dq ln r → lnC(q, r) ≈ (q − 1)Dq ln r (6.16)

Hence by plotting lnC(q, r) versus ln r we find a slope (q − 1)Dq. As we
have chosen q we find an estimate of the so-called correlation dimension

Dq = lim
r→0

lnC(q, r)

(q − 1) ln r
(6.17)

The box-counting dimension D0 is a special case. It is defined as

D0 = lim
r→0

lnC(0, r)

− ln r
; C(0, r) ≈ N(r) (6.18)

The dimension D2 is usually referred to as the Grassberger-Procaccia di-
mension.

Again using the data in the file henon1, we compute C(2, r) using through
the TISEAN command

d2 -d1 henon1 -c1 -M1,3 -o

with the correlation function for different embedding dimensions (1-3) as
output in the file henon1.c2. In a logarithmic plot, the look at the slope
of logC(2, r) versus logr and from a power-law fit (for both dE = 2 and
dE = 3) we obtain an estimate of 1.23. This is close to the standard value
of 1.21± 0.01; the Hénon attractor is hence a fractal set.

As we have seen in section 3.1, an important property of an attractor
is whether there is sensitivity to initial conditions; if so, there should be
a positive Lyapunov exponent. The issue here is now that we have recon-
structed the attractor, how do we determine these exponents from the data.
This is not an easy issue in practice, but the procedure is as follows. As
we have seen in section 3.1, the Lyapunov exponents require an estimate
of the Jacobian matrix. In the reconstructed space, the different points on
the trajectory are related through

yk+1 = F(yk) (6.19)

and when a perturbation ∆k is assumed on a certain ȳk, i.e. y = ȳk + ∆k

then linearization leads to

∆k+1 = J(ȳk)∆k (6.20)
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Figure 6.3. Sketch of two false nearest neighbors in the reconstruction of the phase space
of the Hénon attractor.

where J is the local Jacobian matrix. We hence find through iteration that

∆k+n = Jn(ȳk)∆k (6.21)

At this point a famous theorem from ergodic theory due to Oseledec can
be used which states that

(i) The length of the vector |∆k+n| is given by

|∆k+n|2 = ∆T
k (Jn(ȳk))

TJn(ȳk)∆k (6.22)

(ii) The Lyapunov exponents λi are given by

λi = lnσi (6.23)

where σi are the eigenvalues of the Oseledec matrix

S = lim
n→∞

[
(Jn)TJn

] 1
2n (6.24)

(iii) When we diagonalize the Oseledec matrix S into the form

S = P TΣP
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where Σ is the diagonal matrix with the eigenvalues σi, then from (i)
we find for large n

|∆k+n|2 = ∆T
k P

TΣP∆k

and hence with ∆̃k = P∆k, eventually

|∆̃k+n|2 ≈ σ1|∆̃k|2 = eλ1 |∆̃k|2 (6.25)

where λ1 is the largest Lyapunov exponent. This expression shows that
the length of surface elements exponentially diverges if λ1 > 0.

To compute the Oseledec matrix, we have to determine an approximation
of the Jacobian matrix from the data. Thereto we make use of the fact
that every point on the attractor will be visited in time (because of the
recurrence property). Choosing yk and its NB nearest neighbors yrk, r =
1, . . . , NB, we next follow all the orbits of these nearest neighbors and
choose a polynomial basis φm(x) to represent every vector into the form

yk =

M∑
m=1

c(m, k)φm(yk) (6.26)

When the coefficients are determined through least squares, we can compute
the derivatives and hence an approximation of the Jacobian matrix.

For the Hénon attractor, again using the data in the file henon1, we
compute the spectrum of Lyapunov exponents using the TISEAN command

lyap_spec -d1 henon1 -c1 -M1,3 -o

with output in the file henon1.lyaps. This program gives as values λ1 = 0.42
and λ2 = −1.58 and hence the Hénon dynamical system is a chaotic system.

Of course, these approaches have their pitfalls. One of them is that one
generally needs an enormous amount of data to accurately determine the
desired properties of the attractors. Climate time series from observations
are often too short and the false nearest neighbor method will indicate a
finite dimension of the attractor just because of lack of data.

3. RECURRENCE PLOTS
The phase space reconstructions of attractors from time series has the

advantage that also more detailed geometrical characteristics can be de-
termined. One of the interesting properties of nonlinear systems, includ-
ing those with positive Lyapunov exponents is that trajectories will come
back, at some time, to an earlier state even the trajectories initially diverge
exponentially. This property of dissipative dynamical systems is called re-
currence.
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(a) (b)

Figure 6.4. (a) Recurrence plot for a white noise time series. (b) Same but for a periodic
signal.

Recurrence plots provide a means of analyzing high dimensional dynam-
ical systems. In such a plot, the distance between two points, labelled with
i and j on the trajectory, i.e., Di,j = |xi − xj| is determined. Choosing
a threshold ε, the recurrence function Ri,j = 1 when Di,j < ε and zero
otherwise. As an example, consider a time series of white noise and one of
a periodic time series. Chosen a fixed time ti, then for tj 6= ti, trajectories
may become arbitrary close to that at ti for the white noise case and hence
the recurrence plot is filled with dots (Fig. 6.4a). For the periodic signal,
however, there is fixed time period over which the trajectory becomes close
to ti (e.g. for tj − ti equal to the period) and hence the recurrence plot
shows a banded structure (Fig. 6.4b).

Let us now investigate how such a recurrence plot will look like for a
chaotic system such as that defined by the Lorenz equations

dx

dt
= sy − sx (6.27a)

dy

dt
= rx− y − xz (6.27b)

dz

dt
= −bz + xy (6.27c)

with s = 10, b = 8/3 and r = 28. The trajectory with the initial condition
x(0) = 8, y(0) = 9, z(0) = 25 is plotted in Fig. 6.5a. When we plot this
trajectory in the three-dimensional phase space (x, y, z), the famous picture
of the Lorenz attractor is visible (Fig. 6.5b).
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Figure 6.5. (a) x− component of the trajectory of the Lorenz system. (b) The Lorenz
attractor in the (x, y, z) phase space.

To determine a recurrence plot of the Lorenz system, the time series in
Fig. 6.5a is taken. This is first embedded in a three-dimensional space (m =
3), similarly as done in the previous section with the Henon trajectory, using
a delay τ = 2. The distance Di,j between each pair of points (i, j) on the
trajectory in this three-dimensional space is computed and the recurrence
function Ri,j based on a value of ε = 10 is computed. The result is shown in
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Figure 6.6. Recurrence plot of the Lorenz system using the x−component as in Fig. 6.5a,
an embedding dimension m = 3 and a delay time τ = 2. The threshold ε = 10.

(a) (b)

Figure 6.7. (a) Recurrence plot for data from a chaotic system (the Roessler attractor).
(b) Recurrence plot for a non-stationary time series with abrupt changes.

Fig. 6.6. There are many short diagonal lines which represent local periodic
signals (so-called unstable periodic orbits) just as in the recurrence plot of
the periodic signal in Fig. 6.4b. The distances between the diagonal lines
reflect the periods.

A recurrence plot for another chaotic system (Fig. 6.7a) shows similar
diagonal lines, as unstable periodic orbits are very characteristic for chaotic
systems. Another recurrence plot for a nonstationary system with abrupt
changes in plotted in Fig. 6.7b. Here, we can interpret this as two separate
chaotic systems which are unrelated over long time scales. Many quanti-
tative measures are available to investigate the differences in structure of
recurrence plots. For a first orientation, see http://www.recurrence-plot.tk.
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